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Abstract
This study designs a nonlinear ARMA-GARCH model well adapted to a recurrent
neural network (RNN) scheme. The classical ARMA-GARCH model has been a functional device to model financial time series with high volatilities. However, its linear
structure somewhat restricts its usage in practice because of nonlinear and nonstationary features of time series. Considering this, we incorporate hyperbolic tangent functions into the ARMA component for improving the adaptability to RNN, and suggest
an RNN-adapted nonlinear ARMA-GARCH model. This model is evaluated through a
comparison study with the linear ARMA-GARCH model by applying algorithmic trading strategies and forecasts to the S&P500 daily closing index. Our findings confirm
the validity of the proposed method.
Keywords: ARMA-GARCH model, recurrent neural network, S&P500 index, time series
forecasting.

1. Introduction
Over the past decades, forecasting stock price has been considered as a crucial issue among
investors. In general, forecasting stock price is not feasible and usually requires a large
number of observations to guarantee certain accuracy. However, the increase of time series
frequency often accompanies high volatility and volatility persistency (Enders, 2010). To
cope with this phenomenon, Engle (1982) and Bollerslev (1986) introduced generalized autoregressive conditional heteroscedasticity (GARCH) models for modeling volatilities, and
Li et al. (2002) later considered ARMA-GARCH models for modeling conditional mean
and variance simultaneously. Refer to Karanasos (2002) for forecasting time series based
†

This work was supported by Basic Science Research Program through the National Research
Foundation of Korea (NRF) funded by the Ministry of Science, ICT & Future Planning (No.
2018R1A2A2A05019433).
1 Graduate student, Department of Statistics, Seoul National University, 1 Gwanak-ro, Gwanak-gu, Seoul
08826, South Korea.
2 Professor, Department of Statistics, Seoul National University, 1 Gwanak-ro, Gwanak-gu, Seoul 08826,
South Korea. E-mail: sylee@stats.snu.ac.kr

1188

Yongjin Jeong · Sangyeol Lee

on ARMA-GARCH models, and Oh and Lee (2018a,b, 2019) for statistical inferences for
ARMA-GARCH models.
Nowadays, deep neural network technique is widely appreciated as a good substitute to
conventional statistical methods in diverse research fields, for instance, image classification
and language translation (He et al., 2016; Szegedy et al., 2015; Cho et al., 2014). Practitioners often conduct time series forecasting with recurrent neural networks (RNNs) (Hochreiter
and Schmidhuber, 1997; Zhang et al., 1998; Gamboa, 2017; Petneházi, 2019). However, in
applying deep neural networks, a failure of reflecting dynamic properties of data can lead to
a false conclusion. In the literature, RNN kernels have been applied to time series forecasting
(Petneházi, 2019). However, the volatility persistency cannot be successfully captured by ordinary RNN kernels, merely because they can only model the conditional mean component.
Although the linear ARMA-GARCH model is adequately functioning in many applications,
time series often has significant nonlinear characteristics (Fan and Yao, 2003; Wang, 2008).
This motivates us to propose a new nonlinear ARMA-GARCH model, modified from linear
ARMA-GARCH models via using the hyperbolic tangent functions, and also designed to
have a good adaptability to the RNN scheme. The efficacy of the proposed RNN-adapted
nonlinear ARMA-GARCH model is evaluated through a comparison study with the linear ARMA-GARCH model by applying algorithmic trading strategies and forecasts to the
S&P500 daily closing index. Our findings in this empirical study confirms the validity of the
proposed model.
The organization of this paper is as follows. Section 2 introduces the RNN-adapted nonlinear ARMA-GARCH model and describes the model selection procedure among a class
of RNN-adapted ARMA-GARCH models. Section 3 conducts the aforementioned empirical
study. Concluding remarks are provided in Section 4.

2. Model description
2.1. RNN-adapted ARMA-GARCH model
In this section, we propose a nonlinear ARMA-GARCH model well-adapted to the RNN
scheme. The linear ARMA(m, n)-GARCH(p, q) model is defined by:
yt = µt + t , t = σt ξt , ξt ∼ WN(0, 1),
m
n
X
X
µt = µ +
φi (yt−i − µ) +
θj t−j ,
i=1

σt2 = ω +

q
X
i=1

j=1

αi 2t−i +

p
X

(2.1)

2
βj σt−j
,

j=1

where µt denotes the conditional mean and σt is the conditional standard deviation. To
ensure stationarity,
some restrictions must be imposed, such as ω > 0, αi , βi ≥ 0 and
P
Pp
q
i=1 αi +
j=1 βj < 1.
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In order to capture nonlinearity, we propose a modified version of model (2.1) as follows:
yt = µt + t , t = σt ξt , ξt ∼ WN(0, 1),
m
n
X
X
µt = µ +
φi tanh(Φ(yt−i − µ)) +
θj tanh(Θt−j ),
σt2 = ω +

i=1
q
X
i=1

j=1

αi 2t−i +

p
X

(2.2)

2
βj σt−j
.

j=1

Notice that the analytic formulation in model (2.2) does not differ much from that of model
(2.1). It is because the only difference lies at the two parameters Φ and Θ and the hyperbolic
tangent function, and the two models become closer to each other as Φ and Θ get closer to
zero, because tanh(x) ≈ x when x  1. Moreover, since the range of the hyperbolic tangent
function is (−1, 1), µt is not heavily influenced by the large values of past observations. By
virtue of this robust property against outliers, the RNN scheme can operate well with model
(2.2), which is not true any longer for model (2.1). In what follows, we only consider the
case of p = 1, q = 1 because this setup largely gives a good fit to most financial time series.
Refer to Kim and Lee (2018) and Yun and Lee (2019) for relevant references.
2.2. RNN structure

Figure 2.1 Schematic recurrent neural networks structure for the nonlinear ARMA(m, n)-GARCH(p, q)
model

Figure 2.1 shows the RNN structure for the proposed nonlinear ARMA(m, n)-GARCH(p, q)
model. Using the conditional Gaussian likelihood:
(
)
1
1 (yt − µt )2
Lt = p
exp −
,
(2.3)
2
σt2
2πσt2
we define the cost function for the RNN as follows:
C=−

T
T
2X
1X
(yt − µt )2
log(Lt ) = log(2π) +
log(σt2 ) +
,
T t=1
T t=1
σt2

(2.4)

where T is sample size. In implementation, this quantity is minimized through an RNN structure as in Figure 2.1 with respect to parameters µ, φ1 , . . . , φm , Φ, θ1 , . . . , θn , Θ, ω, α1 , · · · , αq ,
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β1 , . . . , βp . Herein, the recurrent graph is customized by a Tensorflow library because intrinsic functions in deep neural networks libraries are incomparable with the structure in Figure
2.1. GARCH parameters ω, α1 , β1 should satisfy ω > 0, α1 , β1 ≥ 0, and α1 + β1 < 1. This
restriction, however, causes a serious trouble in actual computation, and thereby, we seek an
optimal solution for the transformed parameters xω , xα1 , xβ1 rather than the original ones,
where
ω = sigmoid(xω ), α1 = sigmoid(xα1 ), β1 = sigmoid(xβ1 )
(2.5)
with sigmoid(x) =

1
1+exp (−x)

∈ (0, 1).

3. Data analysis
3.1. Data description, model selection, and trading strategies
In this section, we evaluate the proposed RNN-adapted ARMA-GARCH model by comparing the algorithmic strategies applied to S&P500 daily closing index, which can be obtained
from yahoo finance web site. Figure 3.1 plots the closing index of S&P500 from January
1950 to December 2018 (about 17,000 daily data). Figure 3.2 plots the log-returns from the
S&P500 closing index in Figure 3.1, exhibiting some volatilities.
In general, it is hard to model a large number of time series data only with a single model.
Owing to this difficulty, herein we use the rolling window as in Zivot and Wang (2006). An
optimum model is selected based on Cross Validation (CV) or Akaike Information Criterion
(AIC) (Geisser, 1993; Akaike, 1974) for every subseries with rolling windown=500, among
the constrained function classes:
m
n
X
X
m,n
FlM,N = {µm,n
:
µ
=
µ
+
φ
(y
−
µ)
+
θj t−j , 0 ≤ m ≤ M, 0 ≤ n ≤ N }, (3.1)
i t−i
t
t
FnM,N = {µm,n
: µm,n
=µ+
t
t

i=1
m
X

j=1

φi tanh(Φ(yt−i − µ))

i=1

+

n
X

θj tanh(Θt−j ), 0 ≤ m ≤ M, 0 ≤ n ≤ N },

j=1

where M and N are the maximum orders of ARMA(m, n) and FlM,N and FnM,N denote the
linear function class and the proposed nonlinear function class, respectively.
When the model selection criterion is CV, initial 400 time points are used for training and
the next 100 time points
P500 are used for validation. Then, the model that gives a minimum
validation cost, −2 t=401 log(Lt ), is selected for forecasting 1 day ahead out of window
daily return. Meanwhile, when the model selection criterion is AIC, all
time points are
P500
500
used in the training and the model that gives a minimum AIC, −2 t=1 log(Lt ) + 2ν, is
selected for forecasting, wherein ν denotes the number of estimated parameters, that is,
for the linear ARMA(m, n)-GARCH(1,1) model, ν = 4 + m + n, and for the nonlinear
ARMA(m, n)-GARCH(1,1) model, ν = 4 + m + n + I(m > 0) + I(n > 0). Algorithms 1
and 2 describe the model selection procedure and forecasting scheme based on CV and AIC,
respectively. The maximum order is set to M = 3 and N = 3.
In the backtest, it is assumed that there is no trading delay nor commission, and thus,
the performance in a real situation would by no means be better than what is achieved
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Figure 3.1 Daily closing price of S&P500

Figure 3.2 Logarithmic returns of S&P500

here. We consider one naive strategy (buy-and-hold) and four algorithmic long-short trading
strategies in Jacobs et al. (1999). The buy-and-hold strategy is literally to buy stock and
hold it forever. The 1st algorithmic strategy, named “linear-cv strategy”, uses µt ∈ Fl3,3
with CV; the 2nd one, named “linear-aic strategy”, uses µt ∈ Fl3,3 with AIC; the 3rd one,
named “nonlinear-CV strategy”, uses µt ∈ Fn3,3 with CV; the 4th one, named “nonlinearAIC strategy”, uses µt ∈ Fn3,3 with AIC. For each rolling window, the best µt in the function
classes corresponding to these strategies is used for forecasting 1 day ahead out of window
daily return. If the forecasting result is negative, the stock is shorted at the previous close;
otherwise, it would be longed. It is manifest that a correct forecast increases the equity,
which would be reversed when the forecast is incorrect.
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Algorithm 1 Forecasting algorithm with CV
for w = 1 to 16860 do
. 16860 rolling windows
T Rw = {yw , · · · , yw+399 }
. Training set in wth rolling window
V Aw = {yw+400 , · · · , yw+499 }
. Validation set in wth rolling window
T Ew = yw+500
. Test set in wth rolling window
for µt ∈ F 3,3 do
. F 3,3 = Fl3,3 for linear and F 3,3 = Fn3,3 for nonlinear
Fit by RNN with µt for T Rw
Get validation cost for V Aw
8:
Select µt that minimizes validation cost
9:
Fit by RNN with the selected µt for T Rw ∪ V Aw
10:
Forecast T Ew
1:

2:
3:
4:
5:
6:
7:

Algorithm 2 Forecasting algorithm with AIC
1:
2:
3:
4:
5:
6:
7:
8:

for w = 1 to 16860 do
. 16860 rolling windows
T Rw = {yw , · · · , yw+499 }
. Training set in wth rolling window
T Ew = yw+500
. Test set in wth rolling window
for µt ∈ F 3,3 do
. F 3,3 = Fl3,3 for linear and F 3,3 = Fn3,3 for nonlinear
Fit by RNN with µt for T Rw
Get AIC for T Rw
Select µt that minimizes AIC
Forecast T Ew

3.2. Results
To get the equity values, the linear ARMA-GARCH model is implemented with the rugarch R package (Ghalanos, 2019), and the nonlinear ARMA-GARCH model is implemented
with the RNN kernel, customized by a Tensorflow library in Python (Abadi et al., 2015).

Figure 3.3 Equity curve of buy-and-hold and algorithmic trading strategies

Recurrent neural network-adapted nonlinear ARMA-GARCH model

1193

Figure 3.3 exhibits the equity curves plotting equity values, EVt ’s, obtained based on the
algorithmic backtest trading result, wherein the two curves at the top denote the nonlinearAIC and CV, and the next two curves denote the linear-CV and AIC, and the curve at the
bottom denotes the buy-and-hold. January 1952 is the starting point and is set to be the
control point with equity 1. It can be checked that 250 trading days are almost equal to one
year. The final cumulative equity appears to be 100 for the buy-and-hold, 10,000 for the
linear-AIC, 50,000 for the linear-CV, 1,500,000 for the nonlinear-CV, and 2,000,000 for the
nonlinear-AIC, respectively. Note that the nonlinear ARMA-GARCH with AIC is 20,000
times more profitable than the buy-and-hold; and further, the nonlinear ARMA-GARCH
model outperforms the linear ARMA-GARCH model.
Meanwhile, it can be seen that before the point around the 7,500th trading day, all four
algorithmic trading strategies dominate the naive buy-and-hold strategy in terms of yielding
bigger “return to investment” Rt := EVt − EVt−1 . After the 7500th trading day (close to
January 1980), however, the two linear ARMA-GARCH based strategies perform worse
than the buy-and-hold strategy, and the two nonlinear ARMA-GARCH based strategies
outperform the buy-and-hold strategy. Moreover, the returns after 7,500th trading day have
more outliers than those before the 7,500th trading day (Figure 3.2), which causes them
to have a fat-tailed distribution. This might reason that the linear model-based trading
strategies underperforms the buy-and-hold strategy after the 7500th trading day.
Table 3.1 indicates the hit rates of the four algorithmic trading strategies corresponding
to the true return intervals. For a given return interval, the forecasted return is regarded as
a hit if it has the same sign as the true return. Note that if the true return, yt , is zero, the
long-short trading strategy does not affect the equity. It is interesting to note that the hit
rates for positive returns are much higher than those for negative returns. It may be because
the logarithmic returns are negatively skew. The ranks of the final cumulative equity in
Figure 3.3 coincide with those of the hit rates, as seen in the last row of Table 3.1.
Table 3.1 Forecasting hit rate of algorithmic trading strategies
Return
(%)

Proportion

yt < −2
−2 < yt < −1
−1 < yt < −0.5
−0.5 < yt < 0
yt < 0
0 < yt < 0.5
0.5 < yt < 1
1 < yt < 2
2 < yt
yt > 0
yt 6= 0

0.022
0.077
0.119
0.247
0.465
0.282
0.144
0.081
0.022
0.529
0.994

Accuracy
Nonlinear
Linear
CV
AIC
CV
AIC
0.396
0.388
0.369
0.402
0.418
0.414
0.397
0.403
0.440
0.450
0.391
0.408
0.333
0.331
0.310
0.358
0.369 0.365 0.344 0.379
0.707
0.715
0.723
0.688
0.719
0.724
0.735
0.687
0.716
0.729
0.714
0.702
0.712
0.701
0.673
0.646
0.712 0.719 0.723 0.688
0.551 0.553 0.546 0.544

Table 3.2 shows the measure of accuracy of the four algorithmic trading strategies in terms
of Mean Absolute Percentage Error (MAPE) and Mean Squared Error (MSE) (Myttenaere
et al., 2016):
T

MAPE =

100 X yt − ŷt
T t=1
yt

and MSE =

T
1X
(yt − ŷt )2 ,
T t=1
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Table 3.2 Forecasting accuracy of algorithmic trading strategies
Measure of accuracy
MAPE
MSE

Nonlinear
CV
AIC
146.3
146.7
0.9414
0.9398

Linear
CV
AIC
158.0
163.3
0.9557
0.9618

where yt is the true return, ŷt is the forecasted return, and T = 16, 860 is the number of
forecasted returns. Notice that the ranks of the final cumulative equity in Figure 3.3 coincide
with those of MSE in Table 3.2, but the ranks for MAPE are slightly different. However, still,
one can observe that the nonlinear ARMA-GARCH based trading algorithms outperform
the linear ones.

4. Concluding remarks
In this study, we proposed an RNN-adapted nonlinear ARMA-GARCH model, designed to
have high adaptability to RNN. Our findings in the empirical study show that the proposed
model outperforms the linear ARMA-GARCH model in terms of both equity valuation and
forecasting performance. There could be several variant topics along the direction of this
study. For example, the RNN kernel can be more elaborated with exogenous variables such
as volumes, fundamental data, and news data. Also, the trading strategy considered here
could be diversified by combining several stocks simultaneously. All theses issues are deferred
to our future research projects.
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