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Abstract
Compared to clustering numerical data, clustering algorithms for categorical data
have not been extensively studied, particularly for data with high-cardinality attributes.
When categorical attributes have a large number of levels, clustering algorithms tend
to suffer from the curse of dimensionality. In this study, we verified that a good clustering performance can be achieved in the presence of categorical attributes by combining clustering algorithms typically applied to numerical data with word embedding
methods. Using word embedding methods that were originally developed for natural
language processing, the levels of categorical attributes can be represented in a vector
space, where the resulting embedding vectors would reflect the relationship between
frequently appearing categories. We utilized Word2vec, GloVe, and fastText for category embedding. We also applied K-means and Gaussian mixture model for clustering
the embedded data. The clustering performance of the proposed methods was compared with that of typical clustering algorithms for categorical data, namely, K-mode
and robust clustering using links. In a simulation study and experiments employing
real-life examples, the Gaussian mixture model with GloVe had the best performance,
especially when the number of observations and complexity of data was increased.
Keywords: Categorical variable, clustering, word embedding.

1. Introduction
Clustering plays an essential role in exploratory data analysis in statistics and machine
learning. It has been used in many fields, such as pattern recognition, image analysis, and
bioinformatics (Kang et al., 2019; Hong et al., 2018). Clustering algorithms have a long
history, with the majority being developed for numerical data in interval or ratio scale. At
the same time, many practical tasks require handling categorical attributes with nominal
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values, while clustering for categorical features has not been studied as extensively. K-modes
clustering (Huang, 1998) and robust clustering using links (Guha et al., 2000, ROCK) are
among the popular choices for clustering categorical attributes. However, these algorithms
are inefficient and computationally extensive when categorical features have a large number
of levels, referred to as high-cardinality, due to data sparseness and attribute redundancy
(Hinneburg et al., 2000; Hinneburg and Keim, 1999; Shen et al., 2004).
Another approach to clustering categorical data is reducing dimensionality of one-hot
encoded categorical values as a preprocessing step of clustering. However, dimensionality
reduction methods such as principal component analysis (Yeung and Ruzzo, 2001) lead to
clustering results with poor interpretability. Considering that clustering is often used as
part of exploratory data analysis, it is a critical problem. To address this problem, some
researchers have developed automatic subspace clustering methods (Agrawal et al., 1998;
Aggarwal et al., 1999; Aggarwal and Yu, 2000; Cao and Wu, 2002).
With the recent development of neural language processing, word embedding methods
based on neural networks such as Word2Vec (Mikolov et al., 2013), GloVe (Pennington
et al., 2014), and fastText (Joulin et al., 2016) have attracted a lot of attention. Word
embedding induces real-valued vectors of words from a vocabulary with their semantic representation. By approximating the semantic similarity of words in a vector space, word
embedding efficiently reduces the dimensionality of document-term matrices.
Recently, word embeddings have started to be utilized in analyzing not only text data
but also structured data to vectorize entities such as codes of diseases and medical services
in healthcare records (Choi et al., 2016; Bai et al., 2017; Nagata et al., 2018), or items
and users in recommendation systems (Barkan and Koenigstein, 2016; Cheng et al., 2017;
Caselles-Dupré et al., 2018). When each level of a categorical attribute is regarded as a word,
vector-represented categories can be obtained and summarized into object characteristics.
In this study, we investigate the extent to which word embedding techniques can improve
the performance of clustering algorithms designed for numerical data in presence of categorical data. We address the problem of clustering high-cardinality categorical data using the
following two procedures: (1) transforming each level of categorical attributes into a numerical vector using a word embedding method and (2) clustering the transformed data using
clustering algorithms designed for numerical values. Since the word embedding methods are
able to capture the semantic similarity of words in a continuous vector space, algebraic operations on the resulting vectors are possible; for example, “King”- “Man” + “Woman” =
“Queen” (Mikolov et al., 2013). Therefore, it is reasonable to apply clustering algorithms
designed for numeric data to vector-represented categorical data.
We describe a clustering procedure using category embedding and outline simulation experiment under various conditions to compare the proposed clustering procedure with some
existing clustering algorithms for categorical data. We use Word2vec, GloVe, and fastText
for calculating embedding vectors and apply K-means and Gaussian mixture model (GMM)
clustering to the converted vectors. To our knowledge, while word embedding techniques
have been used in practice for structured data, their impact on clustering results has not
been investigated yet from the point of view of cluster analysis for categorical data.
This approach enables us to utilize both well-known clustering algorithms extensively
developed for numerical data and word embedding techniques to represent the relationship
between categories. Furthermore, the approach is easy to implement since open-source code
is available for the majority of popular word embedding and clustering methods.
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The rest of this paper is organized as follows. In Section 2, we briefly overview wellknown clustering algorithms for numerical and categorical data and describe word embedding
algorithms applied to natural language processing. In Section 3, we outline the proposed
clustering procedure with category embedding. Section 4 reports on the obtained simulation
results, while Section 5 outlines the application of the proposed approach to real-life datasets.
Conclusions and discussion are provided in Section 6.

2. Backgrounds
2.1. Cluster analysis
Although K-means (MacQueen, 1967) is old, it is one of the most popular methods for
clustering numeric data. The classical K-means algorithm assigns data points to their closest
cluster centroid among a predefined number of cluster centroids. The algorithm updates the
cluster centroids and membership of each data points iteratively. The iteration procedure
used to update cluster centroids and cluster assignments in the K-means algorithm is similar
to the expectation-maximization (EM) algorithm for GMMs (Fraley and Raftery, 2003).
Since GMMs allow flexible shapes for each cluster and each dimension, clustering based
on GMMs is widely used and known to perform well on big data (Fahad et al., 2014).
Modifications of K-means such as K-medoids (Kaufman and Rousseeuw, 1990) and Fuzzy
K-means (Bezdek et al., 1984; Ruspini, 1969) are also widely used in many fields.
For categorical data, the K-modes algorithm (Huang, 1998) is often used as a substitute
for the K-means algorithm. This algorithm extends K-means by employing the mode as
a cluster representative instead of the mean. A fuzzy version of K-modes clustering has
also been proposed (Huang and Ng, 1999). However, these methods are known not to work
properly when there are high-dimensional categorical data or each categorical attribute has
a large number of levels due to data sparseness and skewness (Cesario et al., 2007).
ROCK (Guha et al., 2000) is a hierarchical clustering for categorical attributes based on
the notion of links to measure the similarity between points. ROCK is known to perform
well when cluster structures overlap (Mingoti and Matos, 2012). However, users need to
decide a certain threshold θ to define neighbors but it may not be easy (Guha et al., 2000;
Shen et al., 2004). Along with the K-modes algorithm, ROCK has been regarded as one
of the typical clustering algorithms for categorical attributes and used as a benchmark of
clustering performance (Chen and Quadrianto, 2016; Amiri et al., 2018; Mingoti and Matos,
2012).
2.2. Word embeddding methods
Word embeddings are real-valued representations of words used in natural language processing to capture word semantics. Word2vec (Mikolov et al., 2013) is a group of two-layer
neural network models for learning vector representations of words from a large amount of
text data. Word2vec uses one of the following two architectures: Skip-gram or continuous
bag-of-words (CBOW). The Skip-gram model predicts context words in a window of surrounding words given the current word in a text. As a result, if two words share similar
context words around them, the real-valued word vectors are located closely in the vector
space. It was found that simple algebraic operations on the resulting word representations
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are meaningful. The CBOW model predicts the current word based on the surrounding
words. It is known that Skip-gram performs better for infrequent words and achieves the
best performance providing a low dimensional semantic space, while the CBOW is faster
(Naili et al., 2017).
GloVe is another word embedding method proposed by Pennington et al. (2014). Instead
of training based on local context windows as in Skip-gram or CBOW, GloVe relies on
global word–word co-occurrence. While Pennington et al. (2014) have shown that GloVe is
more efficient than Skip-gram and CBOW, Levy et al. (2015) and Naili et al. (2017) have
discovered that Skip-gram performs better than GloVe in many tasks, including estimating
word similarity and topic segmentation.
FastText (Joulin et al., 2016) utilizes the architecture of Skip-gram and regards each word
as a bag of character n-grams. Words are represented by the sum of vectors of character
n-grams. The fastText model has been demonstrated to be trained quickly based on a large
corpora providing pre-trained models for 157 languages (Joulin et al., 2016).
In this study, we use the Word2vec (Skip-gram), GloVe, and fastText algorithms for the
purpose of category embedding. We focus on comparing the performance of these algorithms
from the perspective of clustering categorical data.

3. Clustering with category embedding
In this section, we describe the procedure of clustering categorical data in two steps: (1)
category embedding and (2) clustering based on the obtained embedded vectors. Let us
assume we have n objects with J categorical attributes, V1 , V2 , . . . , VJ . The i-th observation
can be written as a J-dimensional vector xi = (xi1 , . . . , xiJ ) for i = 1, . . . , n. For each j,
xij is one of the values in a finite set Aj = {1, 2, . . . , aj }, indicating the levels of the j-th
categorical attribute Vj . Table 3.1 provides an example
Pof data. If these categorical attributes
are converted to one-hot vectors, the data will have j aj (= D) dimensions.
Table 3.1 Example of data
ID
1
2
..
.
n

V1
1
4
..
.
2

V2
1
1
..
.
4

···
···
···
..
.
···

VJ
2
1
..
.
3

Table 3.2 Example of sentences and category embedding vectors
ID

Sentence

1
2
..
.
n

(V1 , 1), (V2 , 1), . . . , (VJ , 2)
(V1 , 4), (V2 , 1), . . . , (VJ , 1)
..
.
(V1 , 2), (V2 , 4), . . . , (VJ , 3)

Category
embedding vectors
E1 = {e11 , e21 , . . . , eJ2 }
E2 = {e14 , e21 , . . . , eJ1 }
..
.
En = {e12 , e24 , . . . , eJ3 }
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3.1. Category embedding
To apply a word embedding method, we treat each pair (Vj , a) for a = 1, . . . , aj as a word
and regard the collection of the pairs observed from an object as a sentence. For example, the
data provided in Table 3.1 are converted into the sentences listed in Table 3.2. Then, we apply
the considered word embedding algorithms to the constructed sentences and obtain a realvalued embedding vector for each pair (Vj , a), say eja ∈ RM . In general, M is set to be much
smaller than D. The window size was set to be J. In this way, the pairs that often appear
together would have embedding vectors located closely to each other in the vector space.
When converting a categorical variable to one-hot vectors, we assume that each category
is independent from others. However, when category embedding is performed according to
the above described method, it can reflect the correlation between frequently appearing
categories, so that the information can be effectively expressed in a lower dimensional space.
3.2. Clustering with category embedding vectors
Let Ei be the collection of category embedding vectors for the i-th object. To group similar
observations together, we need to combine a set of embedding
vectors in Ei for each object
P
i. One natural approach is to use an average vector, e∈Ei e/n(Ei ), where n(Ei ) represents
the cardinality of Ei . When there is no missing observations, n(Ei ) is the same as the number
of attributes, J. While taking an average of embedding vectors in Ei can be considered as a
naı̈ve choice, this approach has been widely used as a baseline method for learning sentence
embeddings in natural language processing. In addition, this approach has been shown to
outperform more complicated methods such as long short-term memory neural networks
(Wieting et al., 2015; Arora et al., 2016).
Once each observation is converted to a real-valued vector in RM by taking average of
e ∈ Ei for i = 1, . . . , n, we can apply a clustering method suitable for numerical attributes
such as K-means and GMM. Since embedding vectors reflect the relationship between the
categories occurring often together, the average vector represents the characteristics of the
object from the perspective of categorical attributes. In addition, it is reasonable to apply
algebraic operations to these vectors.

4. Simulation experiments
4.1. Data generation
In this section, we present the simulation results of the clustering procedure outlined
in Section 3. Three different types of word embedding methods (Word2vec, GloVe, and
fastText) and two clustering algorithms for numerical attributes (K-means and GMM) were
tested. Their performances were compared with typical clustering algorithms for categorical
attributes, namely, K-mode clustering and ROCK.
The simulated data were generated from multinomial distribution modified from the
Bernoulli distribution presented in (Ye et al., 2018). The number of clusters Ncluster was
set to 2 or 5, while the number of categorical variables J was set to 3 or 6. Only a part of
the results is presented here due to lack of space. We chose the number of levels for each
categorical variable a(= a1 = a2 = · · · = aJ ) from {5, 15, 25, 35, 50} for Ncluster = 2 and
{11, 33, 55, 77, 110} for Ncluster = 5. With these choices of a, we considered {1, 3, 5, 7, 10}

214

Hyun Cho · Yeojin Chung

of features were used as noise features and the remaining features were used as defining
features for clusters. For example, when Ncluster = 2, J = 3, and a = 5, each of the three
categorical variables has five levels: the first two levels define the first cluster, the next two
levels defines the second cluster, and the remaining one of which occurs randomly for both
clusters. The observations of the first cluster were generated randomly from the multinomial
distribution with the probabilities (0.425, 0.425, 0.05, 0.05, 0.05), while the observations of
the second cluster were generated with the probabilities (0.05, 0.05, 0.425, 0.425, 0.05). For
the other values of Ncluster , J, or a, the probabilities were modified to have the sum of
defining features to be 0.95. The number of observations per cluster (Nobs ) was also varied
to a × {5, 10, 20, 30, 50} to observe the effect of sample sizes compared to the number of levels. We generated random samples 50 times repeatedly for each setting and applied each of
the considered clustering algorithms. While the clustering performance was measured using
the adjusted rand index (Hubert and Arabie, 1985, ARI) and Silhouettes index (Rousseeuw,
1987), we report here only the result of ARI since the two measurements shared the similar
patterns in the change of simulation conditions. Given a contingency table to compare two
partitions, the ARI is defined by
 P ni·  P n·j  n
P
nij
/
i,j
i 2
2 −
i P j 2 P 2   ,
ARI = hP


P
ni·
n·j
n·j
n
1
− i n2i·
i 2 +
j
j
2
2
2 / 2
where nij is the (i, j)-element of the contingency table, ni· is the sum of the i-th row, and
n·j is the sum of the j-th column.
We utilized the following open-source Python packages for most calculations: Gensim
(Rehurek and Sojka, 2010) for the Word2vec (Skip-gram) and fastText, Glove-python (Kula,
2016) for GloVe, Scikit-learn (Pedregosa et al., 2011) for K-means and GMM, and Kmodes
(Vos, 2019) for K-modes. Clustering using ROCK was implemented using R package cba
(Buchta and Hahsler, 2019) with the neighborhood parameter θ in {0.1, 0.2, . . . , 0.9}. The
result with the largest average ARI was chosen.
4.2. Effect of the embedding size
To compare the clustering performance using different dimensions of embedding vectors,
we set Ncluster = 3, J = 3, and a = 5. The dimension of embedding vectors (M ) was chosen
to be {1/2, 1/3, . . . , 1/5} times of the total number of levels (D) in order to consider the
fraction of dimension that was reduced compared to one-hot vectors. All three embedding algorithms were tried, and K-means clustering was applied to the converted data. The average
and the 95% confidence interval over 50 replicated samples were reported together. Figure
4.1 shows that the ARI of clustering tended to increase with M for all three embedding
algorithms. However, the differences across the methods were not statistically significant.
Therefore, we proceeded with the rest of the simulation with fixing M to D/3 in the dataset.
4.3. Effect of word embedding algorithms
With M fixed at D/3, we compared the clustering performance of the category embedding
methods for different conditions of a and Nobs . Figure 4.2 shows a part of the simulation
results for Ncluster = 2 and J = 3. For both a = 5 and a = 50, GloVe was the best algorithm in category embedding when applied to K-means clustering and its performance was
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Figure 4.1 ARI over different dimensions of embedding vectors

improved when the number of observations was increased. Word2vec and fastText demonstrated no statistical difference or worse results when more observations were used. Under
different simulation conditions, each method showed the similar pattern to Figure 4.2.
4.4. Comparison with the existing methods
To compare the performance of the proposed approach with the existing clustering algorithms for categorical variables (K-mode and ROCK), we selected GloVe for category
embedding and then applied K-means clustering and GMM to the transformed vectors. Figure 4.3 summarizes the clustering results for three different values of category levels when
Ncluster = 2 and J = 3. It can be noticed from the figure that K-means with Glove and GMM
with Glove had similar performance in all three figures. The ARI became larger when the
number of observation per cluster increased. In general, the performance of GMM with Glove
was better than that of K-means with Glove, and the gap became more significant when
a increased. K-mode clustering outperformed GMM with Glove and K-means with Glove
only when Nobs ≤ 20 and a = 5 in Figure 4.3(a). Other than these cases, K-mode clustering
showed the worst performance, and this tendency was clearer as a increased. ROCK showed
the best performance when a = 5. With larger values of a, ROCK still had the largest ARI
when Nobs was small. However, as Nobs increased, ARI decreased. This tendency was more
obvious when a was larger. That is, as each attribute included more categorical levels and
the sample size was bigger, the advantage of ROCK deteriorated. In addition, the confidence
intervals for ROCK were much wider than those for the other clustering methods, which
indicates the performance of ROCK was relatively unstable.
Figure 4.4 compares the ARI when Ncluster = 5. The results of Ncluster = 5 were similar
to those of Ncluster = 2 but it reveals that the differences between the clustering methods
were less significant when Ncluster was increased. K-mode performed the worst in all three
figures. The performances of K-means and GMM with GloVe were improved when each
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(a) a = 5

(b) a = 50

Figure 4.2 Comparison between the considered word embedding methods (Ncluster = 2, J = 3, K-means
clustering)

cluster had more observations. The performance of ROCK was better than that of GMM
with GloVe for a = 11, but it was not significantly different from the performance of GMM
or K-means with GloVe when the number of observations per cluster is more than 10 for
a = 33 and a = 77.
In summary, the simulation experiments suggest that the category embedding size does
not significantly impact the clustering result. Among the three embedding methods, GloVe
provided the best clustering results when the number of observations and the number of levels
in the categorical variables were moderate or large. When less observations were included in
the dataset and when the number of categories was small, ROCK performed the best. As
the sample size was increased, GloVe with was superior to the other methods.

5. Real data example
We applied the clustering methods to the following real-life datasets, breast cancer, congressional votes, and chess datasets, from the UCI machine learning repository (Dua and
Graff, 2017). Table 5.1 contains brief descriptions of the datasets. All three datasets contain two clusters of observations. The breast cancer and congressional vote datasets have
a moderate number of observations. The chess dataset contains much more observations
with a larger number of attributes and levels than the breast cancer and congressional vote
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(c) a = 35

Figure 4.3 Comparison of the proposed approach with the existing clustering methods
(Ncluster = 2, J = 3)

datasets.
The category embedding by GloVe was applied with the embedding size of {0.1, 0.2, 0.3, 0.4, 0.5}
times the number of total levels of the attributes. The best clustering results by K-means and
GMM are reported in Table 5.2. The parameter θ of ROCK was chosen among {0.1, 0.2, . . . , 0.9}
to have the best results for conservative comparison.
Table 5.1 Data description
# of
attributes
Breast cancer
Congressional vote
Chess

9
16
36

# of
observations
286
435
3196

# of
levels
43
48
73

For the breast cancer and congressional vote datasets, K-means and GMM with GloVe
produced similar values of the ARI. Moreover, they outperformed K-mode and ROCK. Kmeans with GloVe demonstrated slightly better results than GMM with Glove for the breast
cancer dataset; however, the outcome was reversed for the congressional vote dataset. For
the chess dataset, the performance of ROCK was better than that of K-means with GloVe;
however, the ARI of these two methods was far smaller than that of GMM with GloVe.
In summary, GMM with GloVe demonstrated the best or close to the best results and its
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(a) a = 11

(b) a = 33

(c) a = 77

Figure 4.4 Comparison of the proposed approach with the existing clustering methods
(Ncluster = 5, J = 3)

performance is much better than the others for the dataset with the largest sample size.
Table 5.2 ARI achieved by the considered clustering methods

Method

Breast
cancer

GloVe+K-means
GloVe+GMM
K-mode
ROCK

0.16282
0.15709
-0.00793
0.12446

Congressional
vote
0.50347
0.50350
0.02278
0.45199

Chess
0.01356
0.03329
-0.00005
0.01601

6. Conclusion
This paper demonstrated how word embedding algorithms can be utilized to improve
the efficiency of clustering high-cardinality categorical data. From the perspective of the
clustering performance in the presented simulation study, GloVe achieved better results in
category embedding than did Word2Vec and fastText. In general, GMM, in combination with
GloVe, had the best performance among the considered clustering methods for categorical
data, and this outcome became clearer as the sample size grew and data became more
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complicated.
Since clustering for numeric data has been extensively studied for high-dimensional data,
we expect that applying the latest clustering techniques to category embeddings would
yield a good clustering performance. Category embedding vectors can be used not only for
cluster analysis but also for expressing the relationship between categories in a vector space.
Furthermore, category embedding vectors can be summarized or visualized for the purpose
of exploratory data analysis, which would efficiently represent the information provided by
high-cardinality categorical data.
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