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Abstract
Image classification is a supervised learning problem in the machine learning area.
We apply deep learning models to classify image data. In particular, we discuss the
advantages of the various types of convolutional neural networks competed in the ImageNet large-scale visual recognition challenge (ILSVRC). First, we provide a review
of the CNN models to be applied and explain the details of models to be employed. In
general, we keep the core structure of the models in the same form proposed in ILSVRC.
We investigate the models via four popular image data sets of various sizes. To compare
the performance of the models, we adopt top-1 accuracy, top-5 accuracy, and f1-score as
the measures of accuracy. We employ AdamW for an optimizer that is a fast algorithm
and often yields precise learning. As a result, we show that the Inception-ResNet-v2
model has excellent performance, and the ResNet is robust to imbalanced data.
Keywords: AdamW, convolution neural network, deep learning, ILSVRC.

1. Introduction
Deep learning is an algorithm that extracts core contents from a complex data set through
combined several nonlinear transformations with tens of millions of parameters. Deep learning models are widely used such as detecting and generating piano music transcription (Han
and Jung, 2021) and statistical hypothesis testing (Kim and Song, 2021). Among many deep
learning models, we investigate convolution neural networks (CNN) used in image restoration, image generation, translation, computer games, robotics, self-driving cars, music composition, and more. Especially, CNN is an optimal tool in computer vision and pattern
recognition. For example, ResNet (He et al., 2016a) showed better performance than humans in the Imagenet large-scale visual recognition challenge (ILSVRC) (Deng et al., 2009)
in 2015. The history of CNN begins with the ‘cat thought experiment’ (Hubel and Wiesel,
1959) in 1958. Hubel and Wiesel(1959) insisted that many neurons in the visual cortex of
†
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the cat have small local receptive fields. This argument indicates neurons respond only to
visual stimuli within some range of the field of view. When humans look at an object, they
recognize it first by capturing its main characteristics. Humans then look around the detailed
features of the object and finally identify what it is. This idea had gradually applied, and
the first CNN architecture (LeCun et al., 1989) appeared in 1989. Later, various versions
of LeNet (LeCun et al., 1998) provided an opportunity for the development of CNN. CNN
reached a golden age by winning the ILSVRC 2012 with AlexNet (Krizhevsky et al., 2012)
based on the deep learning model.
Researchers typically construct CNN model by combining a number of convolution layers,
non-linear activation functions, and down-sampling operators. Through this configuration,
the CNN recognizes the receptive field, extracts the features of the image, and then draws
the feature map which is compressed into the information of an image. The CNN performs
tasks with images in various fields such as classification (AlexNet, VGG (Simonyan and
Zisserman, 2015), and ResNet (He et al., 2016a), semantic segmentation (FCN (Long et al.,
2015), DeepLab (Chen et al., 2015), U-Net (Ronneberger et al., 2015), and PSPNet Zhao
et al., 2017)), and image detection (RCNN (Girshick et al., 2014), SPPNet (He et al., 2015a),
and YOLO (Redmon et al., 2016)). The most recent CNN models such as NasNet (Zoph
et al., 2018) and EfficientNet (Tan and Le, 2019) combine automated machine learning
(AutoML) with CNN.
In this paper, we explain and investigate ten CNN models that achieved high accuracy
in the ILSVRC competition. We tune the hyper-parameters of the model according to each
data. All the models do not employ pre-trained models. For the configuration of each model,
we follow the suggestions in its original paper.
Here is the outline of this paper. Section 2 introduces the details of ten CNN models. In
Section 3, we compare various aspects of the models using four data sets. The first data
set contains an image of a scene (MIT Indoor-67 (Quattoni and Torralba, 2009)), and the
second has facial images (FER2013 (Goodfellow et al., 2013)). The other two data sets
contain the image of objects (CIFAR-100 (Krizhevsky et al., 2009) and Caltech-256 (Griffin
et al., 2007)). We provide conclusions in Section 4.

2. CNN Models
2.1. AlexNet
AlexNet, which won the ILSVRC competition in 2012, attracted researcher’s explosive interest because it showed hope for treating images. Figure 2.1 shows the structure of AlexNet,
which has approximately 60 million parameters and consists of five convolution layers and
three fully connected layers.
Krizhevsky et al.(2012) propose to add three characteristics compared to the earlier models: dropout, LRN, and ReLUs (Nair and Hinton, 2010). Dropout shuts down some nodes
to avoid over-fitting. The local response normalization (LRN) algorithm amplifies the signal
(or feature value). The rectified linear units (ReLUs) is an activation function: max(0, x),
which AlexNet strongly encourages.
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Figure 2.1 The structure of AlexNet (Krizhevsky et al., 2012). It conducts two convolutions
independently in order to increase the operating speed, which begins the grouped convolution.

2.2. VGG
VGGNet (Simonyan and Zisserman, 2015), which ranked second in the ILSVRC classification track in 2014, is widely used today due to its simplicity. After AlexNet won the
ILSVRC in 2012 with somewhat deeper layers, researchers of the VGGNet became interested in how deeper layers affected the effectiveness of a model. By setting the 3 × 3 kernel
size and conducting a study on the depth, researchers found that the deeper models reduce
the classification error. Researchers experimented with four types of VGG (VGG11, VGG13,
VGG16, and VGG19), where the number in the name of each model indicated the layer.
Figure 2.2 shows the details of VGG structures.

Figure 2.2 The structure of VGG (Simonyan and Zisserman, 2015). The changes in each model compared
to its previous version are written in bold.

Using a 3 × 3 filter instead of n × n (n > 3) is efficient because it increases the nonlinearity
of the model and uses fewer parameters. In addition, the number of filters becomes double to
reduce the information loss caused by its max-pooling layers. We analyze the performance
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of VGG11 among the models illustrated in Figure 2.2.
2.3. GoogLeNet
GoogLeNet (Szegedy et al., 2015), which won first place at the ILSVRC classification track
in 2014, is a structure that combines inception modules to capture both sparse and dense
connectivity. The 1 × 1 convolution in the inception modules controls channel information.
The 3×3 and 5×5 convolutions control local information in each route. The inception module
utilizes a network in network (Lin et al., 2014) algorithm, and the collection of this inception
modules GoogLeNet an Inception-v1. There are more inception models (Szegedy et al.(2016),
Szegedy et al.(2017)) developed later. We cover Inception-v1, a prototype inception model.
Figure 2.3 shows the structure of GoogLeNet.

Figure 2.3 The structure of GoogLeNet (Szegedy et al., 2015). Two of the three outputs are auxiliary
classifiers intended to compensate for the inability to learn by gradient vanishing.

GoogLeNet consists of 22 layers; one primary classifier and two auxiliary classifiers. GoogLeNet
uses nine inception module blocks and the LRN. The final layer conducts the global average
pooling that compresses the information of images (or features).
2.4. ResNet
Residual Neural Network (ResNet) which won first place at the ILSVRC classification
track in 2015, can learn using deeper layers (> 100 layers) through residual connection (skip
connection, shortcut connection). The residual connection adds oneself to the output to
avoid vanishing gradients problem. It makes one ResNet block. The collection of ResNet
blocks forms the ResNet model. There are two versions of ResNet depending on the order
of the layers in the ResNet block. We utilize the ResNet-v1 with a configuration ‘Conv
(weight)-BN-ReLU’ given in Figure 2.4. Here, BN stands for the batch normalization (Ioffe
and Szegedy, 2015) that accelerates the learning speed and prevents the problem of initial
guess.
The ResNet took first place at ImageNet detection, ImageNet localization, COCO detection, and COCO segmentation. These results show the broad applicability of the ResNet’s
main idea, the residual connection. The residual connection somewhat solves the degradation problem that the model becomes less accurate when the layer is deep. For this reason,
ResNet can stack over 100 CNN layers. Figure 2.5 explains the representative of the ResNet
models in detail.
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Figure 2.4 Skip connection showing a configuration ‘Conv (weight)-BN-ReLU’ (He et al., 2016b).

Figure 2.5 The structure of ResNet (He et al., 2016a). The square brackets indicate the ResNet block,
and the numbers multiplied on the right mean the number of ResNet blocks. FLOPs imply the total
amount of calculations.

There are some variants of the ResNet. For example, ResNet-18 consists of eight ResNet
blocks, one convolution layer, and one dense layer. ResNet-152 consists of 50 ResNet blocks,
one convolution layer, and one dense layer. Among the five representative models in Figure
2.5, we investigate the performance of ResNet-18 and ResNet-50.
2.5. Inception-v2/v3/v4
Following the GoogLeNet (Inception-v1), Inception-v2 and Inception-v3 improve GoogLeNet
by adding some techniques. For example, Inception-v3 applies label smoothing regularization. The structures of Inception-v2 and Inception-v3 are similar. They have an asymmetric
convolution, one auxiliary classifier, three different inception modules, and two reduction
blocks. The asymmetric convolution helps reduce the number of parameters, so the computational cost is cheaper than that of symmetric convolution. The reduction blocks are located
between inception modules A and B and between inception modules B and C. Figure 2.6
shows the three different types of inception modules (Inception Module-A, B, and C).
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(a) Inception Module A

(b) Inception Module
B

(c) Inception Module C

Figure 2.6 The operation in the square box indicates the kernel size in the convolutional layer (Szegedy
et al., 2016).

Inception-v4 (Szegedy et al., 2017) won the ILSVRC in 2016. It further improves the
Inception-v3. The front part of the inception module of the inception-v3 structure is modified
to create Inception-v4. There are six convolution layers and one pooling layer in front of the
inception module A. Instead of these seven layers, Inception-v4 has a stem configuration.
Figure 2.7 shows the detailed component of stem configuration. This stem configuration has
the same structure as Inception-ResNet-v2. We investigate the Inception-v3 and Inceptionv4 in Section 3.

(a) Inceptionv4

(b) Stem of
Inception-v4

Figure 2.7 (a): The overall structure of Inception-v4. The inception modules and reduction blocks used in
Inception-v4 are different from those of Inception-v3 . (b): The values in the convolutions (in parentheses)
indicates the number of filters. ‘V’ in the square box represents that zero padding is ‘valid’. When ‘V’ is
not shown, zero padding makes the same size for the input and its output (Szegedy et al., 2017).
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2.6. Inception-ResNet-v1/v2
Inception-ResNet-v1 and Inception-ResNet-v2 (Szegedy et al., 2017) modify the structure
of Inception-v3 and Inception-v4, respectively. They use the residual connection (an original
technique of ResNet) for deeper and faster learning of convolutional networks. InceptionResNet models have a scaling block. When the number of filters exceeds 1000, the learning
process becomes unstable, and the network usually dies. The scaling block prevents the
network from dying by scaling down the residual. In detail, the Inception-ResNet model
inserts some scaling factors of the scaling block in the form of a linear activation function,
as shown in Figure 2.8.

Figure 2.8 Inception-ResNet model inserts the scaling block after the inception module that typically
multiplies a scaling factor between 0.1 and 0.3 (Szegedy et al., 2017).

2.7. ResNeXt
ResNeXt (Xie et al., 2017), an extended version of ResNet, stacks the same ResNet block
repeatedly as ResNet does. ResNeXt attempts to improve the accuracy of image classification using fewer parameters. It increases the number of blocks (cardinality) instead of
constructing a deep and wide network. ResNeXt splits and transforms the ResNet block to
increase the cardinality, as illustrated in Figure 2.9.

Figure 2.9 Left: A ResNet block. Right: ResNeXt block with 32 cardinality. Here, 64 filters is changed to
4 × 32 filters. The values in each square box represent (from left to right) the number of in channels, kernel
size, and out channels, respectively (Xie et al., 2017).

When the cardinality of ResNeXt is 32, the first and second layer filters of the ResNet block
are divided by 32. The cardinality is a hyper-parameter, which can be adjusted to improve
the performance of a model. The other modeling processes are the same as ResNet-v1. We
examine the performance of ResNet-50 and ResNeXt-50 in Section 3.
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2.8. DenseNet
The conventional CNN models attempt to construct a deep network by simply connecting
the layers. For example, when the traditional convolutional networks have L layers excluding
the input, there are L connections between the layers. In contrast, a dense convolutional
network (DenseNet) (Huang et al., 2017) concatenate all layers between the blocks. Figure
2.10 demonstrates that there are L(L + 1)/2 direct connections when there are L layers in
the DenseNet block. As a result, DenseNet reduces the number of parameters, improves the
vanishing gradient problem, and encourages the reuse of features.

Figure 2.10 DenseNet block (Huang et al., 2017): All feature maps (xi ) are connected to each other. Hi
indicates a comprehensive function operating batch normalization, ReLU, and convolution. The feature
maps concatenated to the channel directing forward are the input of the next layer.

The feature maps passing through the layers are accumulated in the direction of the
channel. For this reason, each layer of DenseNet uses only a few filters. With a few filters
called the growth rate, DenseNet could effectively construct a model because channel-wise
concatenation encourages the reuse of the features. Figure 2.10 shows a case when the growth
rate k is four. DenseNet has several DenseNet blocks, and each DenseNet block consists of
some DenseNet layers. DenseNet layer has a ‘BN-ReLU-Conv’ configuration.
DenseNet can create a bottleneck architecture via adding a 1 × 1 convolution to the
DenseNet layer. In addition, it adds a compression factor that reduces the number of channels. The model covered in Section 3 is a DenseNet-121 (using 121 layers) equipped with
these two properties.
2.9. Xception
The original version of Xception (Chollet, 2017) based on the inception model appeared in
computer vision and pattern recognition (CVPR) in 2017. Xception then attempts to completely separate the relationship between channels and local information of images. Figure
2.11 illustrates this extreme version.
Later, Xception operates the depthwise-separable convolution. Depthwise-separable convolution composed of an 1 × 1 convolution (pointwise convolution) and n × n convolution
(depthwise convolution). The pointwise convolution does not add a bias term nor an activation function. The structure of Xception is divided into an entry, middle, and exit flow. In
addition, Xception employs skip connection to improve accuracy. Figure 2.12 visualizes the
described modeling scheme of the Xception.

Convolutional neural network models in image classification

541

Figure 2.11 Extreme version of Inception Module (Chollet, 2017): The four paths of the original
inception module splits into more paths.

Figure 2.12 The structure of Xception (Chollet, 2017). The Xception uses 3 × 3 separable convolution in
entry, middle, and exit flows. The middle flow repeats the diagram eight times.

2.10. SENet
Convolution considers spatial information of the local receptive field and channel-wise
information in each layer simultaneously. Based on this convolution, each layer of the CNN
performs its mission. The squeeze-and-excitation network (SENet) (Hu et al., 2018), which
ranked first in the ILSVRC classification field in 2017, constructs a model that utilizes the
relationship of channels. Hu et al.(2018) argues that a single convolution does not fully
transfer the information of the relationship among the channels. Based on this argument,
researchers propose a squeeze-and-excitation block (SE block) that calculates the weight
for each channel considering the channel-wise feature response. Figure 2.13 illustrates the
application of the SE block.

542

Dong Gyu Lee · Yoonsuh Jung

Figure 2.13 The application of a squeeze-and-excitation block (Hu et al., 2018). X, C, W , and H are
input features, channel, width, and height, respectively. Ftr is a convolution or a set of convolutions. U is
the feature map after the Ftr . Fsq is a stage of squeeze. Fex is a stage of excitation. Fscale is a function
that multiplies the weight of each channel and the feature map. X̃ is the output features.

SENet begins with the set of convolution (Ftr ) of state-of-the-art architectures (Ftr ). The
information of an image is then compressed for each channel through a stage of squeeze
(Fsq ) and a stage of excitation (Fex ) in the SE block. Finally, a new output (X̃) is created
by multiplying the feature map (U) and the value (between 0 and 1 through the sigmoid
function) of each channel. Various State-of-the-art CNN architectures can adopt the SE
block indicating its wide applicability. Figure 2.14 shows the application of SE block to
the inception module and ResNet module, respectively. We inspect the performance of SEResNeXt-50, SE-DenseNet-121, and SE-Xception in Section 3.

(a) SE inception module

(b) SE ResNet module

Figure 2.14 The application of SE block in inception module and ResNet module (Hu et al., 2018). X̃ is
the feature map that is the output of the current SE module and the input of the following SE module.
H,W , and C are the notations in Figure 2.13.

In Figure 2.14, a block ‘Global pooling’ is the stage of a squeeze. Sequential blocks and
‘FC-ReLU-FC-Sigmoid-Scale’ are the stages of excitation. The number of nodes in the first
fully connected layer is a value divided by a reduction ratio r. It is a hyper-parameter.
Reduction ratio creates a bottleneck that induces the compression of information. This
bottleneck limits the model complexity and helps generalization of the model.
2.11. Characteristic of the models
AlexNet introduced the revolutionary deep (8 layers) model. To cope with the increased
calculation, it enabled to use 2 GPUs. VGG is easy to implement, and overall performance
is quite satisfactory. So, it is still widely utilized. GoogLeNet, also known as Inception-
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v1, is composed of repeated combination of inception modules. It utilizes the size of 1×1,
3×3, and 5×5 convolution kernel. ResNet developed the skip connection, which add the
input value to the output, to solve the problem of vanishing gradient. Inception-v2/v3/v4
improved GoogleNet and shows similar structure to VGG. It reduces the number of parameters by further dividing the traditional filters and uses factorizing inception to boost the
performance. Inception-ResNet-v1/v2 applied the residual connection to Inception-v3/v4 to
expedite the training speed and improved accuracy. ResNext has a hyperparameter which
properly divides the channels of the feature map to improve the performance. DenseNet
concatenate all the feature maps of the layers then proceed to classify. It reuses the features
and reduces the vanishing gradient and the number of parameters. Xception is an extreme
version of Inception where completely separate the cross-channel correlation and spatial correlation. It then produces an efficient network. Finally, SENet developed the SE block that
recalibrates the channel-wise feature response of the output. SE block is adaptable to other
networks.

3. Real data applications
3.1. Data sets
We introduce the four data sets: Caltech-256, CIFAR-100, MIT indoor-67 scenes, and
facial expression recognition 2013 (FER2013). The data sets reflect a broad range of images
such as different types (faces of humans, backgrounds, and objects), various classes, grayscale and color, and numerous pixel sizes (from low to high resolution). We divide the entire
data sets into a ratio of about 8:1:1 (training:validation:test) using stratified sampling to
consider the imbalanced data.
3.1.1. Caltech-256
Caltech-256 is an improved version of the Caltech-101 data set consisting of 256 classes
and one ‘clutter’ category. The ‘clutter’ category includes all cases other than the 256 classes.
It has 30,607 images in total. The maximum and the minimum number of images in one
category are 827 and 80, respectively. We randomly split 30,607 images into three pieces of
24,509 images for training, 2,980 for validation, and 3,118 for the test data.
3.1.2. CIFAR-100
This data set contains 60,000 images in 100 classes. There are 50,000 images in the training
data and 10,000 in the test. We divide the training data into 45,000 images for training and
5,000 for validation. The classes are, for example, apple, bed, aquarium fish, bee, bear,
bicycle, bottle, baby, beetle, beaver, bowl, bus, and boy. This data is balanced.
3.1.3. Facial expression recognition 2013 (FER2013)
The FER2013 data set has 35,887 images in seven classes: anger (4,953), disgust (547),
fear (5,121), happiness (8,989), sadness (6,077), surprise (4,002), and neutral (6,198). We
conduct the modeling using 28,698 images for training, 3,589 for validation, and 3,588 for
the test. The accuracy of human eyes for this data is known to be 65 ± 5% because the
images are not clear.
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3.1.4. MIT Indoor-67 Scenes
The indoor data set consists of 15,620 high-resolution images under 67 categories. Each
image has a different pixel size. In general, a CNN model trained on an indoor data set
is poor because it is challenging to characterize indoor images. For this reason, researchers
develop various auxiliary methods to improve classification accuracy. But, we do not employ
these tools in this paper. Table 3.1 summarizes the four data sets.
Table 3.1 Sample size and number of classes. RGB is the average of [red, green, blue] channel in the
training data. It is scaled to be between zero and one. Fer2013 has a single value in RGB because its image
is gray-scale.
dataset
Caltech-256
CIFAR-100
FER2013
MIT Indoor-67

training
24,510
44,923
28,698
12,466

validation
2,980
5,077
3,589
1,564

test
3,118
10,000
3,588
1,590

classes
257
100
7
67

RGB
[0.5139, 0.4952, 0.4655]
[0.5344, 0.5136, 0.4646]
0.5079
[0.4791, 0.4202, 0.3604]

3.2. results
We follow the input sizes of the ImageNet model in the experiment and do not use pretrained models. As a preprocessing, we conduct centering to zero and min-max scaling
(normalizing the data by dividing 255). We implement data augmentation to reduce the
error. Augmentation includes the following: horizontal flipping, random shift (10% left and
right), random rotation (-10 to 10 degrees), random zooming (90% to 100%), and random
cropping. We increase the input sizes by 10% before the random cropping. For the parameter
estimation, we use the AdamW (Loshchilov and Hutter, 2019), which is a fast adaptive
gradient method. The AdamW is an improved version of Adam (Kingma and Ba, 2015).
It reduces trapping into the local minima and leads to more accurate learning. In detail,
it reflects L2 regularization to the models by modifying the weight decay. It also updates
the parameters considering the learning rate schedule. We follow the guideline of Loshchilov
and Hutter(2019) for tuning its hyper-parameters. For the model selection, we select the
epoch of each model based on the point with the lowest loss. We then fit the test data to
the selected model then obtain the results of the model. All the models use a ReLU for an
activation function. We employ He initialization (He et al., 2015b) to choose an initial value
in the convolution layer. We choose the possible maximum batch size that is free from the
out-of-memory problem in GPU. We employ several measures for checking the accuracy and
performance. They are
•
•
•
•
•

top-1 : top-1 accuracy (Correct if the top one estimated class is the true class.)
top-5 : top-5 accuracy (Correct if the top five estimated classes include the true class.)
f1-score : average value of f1-scores for all classes.
t.p.e.(m) : training time (in minutes) per epoch.
i.p.e. : number of iteration per epoch.

Figure 3.1 shows the loss, top-1 accuracy, and top-5 accuracy of the Inception-ResNet-v2
and ResNet models in Caltech-256 validation data. Due to the changes in the learning rate
at the 30th and 60th epoch, we observe improvement at the two positions. The first one is
large, and the second one is minor.
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(c) Top-5 accuracy

Figure 3.1 Three figures show the learning process of Caltech-256 validation data using ResNet50 and
Inception-ResNet-v2. Step decay, multiplied by 0.1 of learning rate, is applied in the 30th and 60th epochs.

Tables 3.2 through 3.5 summarize the results using the four data sets. We provide accuracy
(Top-1, top-5, and f1-score) and learning speed (i.p.e. and t.p.e.(m)). Accuracy is based on
the test data, and the learning speed is on the training data. The highest accuracy is written
in bold. For FER2013 data, we do not measure the top-5 accuracy because there are only
seven classes. It seems ResNet shows consistent performance in terms of f1-score regardless
of sample imbalance.
Table 3.2 Accuracy (Top-1, top-5, and f1-score) and learning time (i.p.e. and t.p.e.(m)) for Caltech-256.
Inception-ResNet-v2 has the highest accuracy, followed by Inception-v3 and Xception. The ResNet has the
highest f1-score compared to other models.
models
AlexNet
VGG11
GoogLeNet
ResNet18
ResNet50
Inception-v3
Inception-v4
Inception-ResNet-v1
Inception-ResNet-v2
ResNext50
DenseNet121
Xception
SE-DenseNet121
SE-ResNext50
SE-Xception

Caltech-256
top-1
top-5
f1-score
45.93
65.49
14.21
52.05
71.88
17.17
46.71
67.97
14.70
60.12
78.94
17.72
57.45
77.80
17.99
66.57
84.18
8.93
63.44
81.61
11.57
63.61
82.00
12.07
69.78
86.08
7.01
61.57
81.12
5.42
59.02
77.93
10.76
65.30
82.80
7.11
56.51
77.05
10.38
60.73
80.83
5.74
62.79
80.41
6.80

i.p.e
191
191
191
191
191
382
382
382
765
765
382
765
382
765
765

t.p.e.(m)
7
7
7
7
7
11
11
11
12
8
8
10
8
8
11
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Table 3.3 Accuracy (Top-1, top-5, and f1-score) and learning speed (i.p.e. and t.p.e.(m)) for CIFAR-100.
Inception-ResNet-v2 has the highest accuracy. In terms of f1-score, ResNet series present high values.
models
AlexNet
VGG11
GoogLeNet
ResNet18
ResNet50
Inception-v3
Inception-v4
Inception-ResNet-v1
Inception-ResNet-v2
ResNext50
DenseNet121
Xception
SE-DenseNet121
SE-ResNext50
SE-Xception

CIFAR-100
top-1
top-5
f1-score
62.70
86.77
42.57
66.30
88.54
45.08
63.47
87.92
43.28
73.31
92.10
49.06
73.23
92.48
49.73
75.74
93.63
28.46
73.08
92.26
33.56
73.96
92.62
33.84
76.42
93.75
19.63
73.21
93.25
17.62
72.78
91.87
32.35
74.80
93.14
19.98
68.56
89.84
30.71
73.37
93.28
18.39
75.11
93.31
20.13

i.p.e
350
350
350
350
350
701
701
701
1403
1403
701
1403
701
1403
1403

t.p.e.(m)
11
11
11
10
10
16
16
20
20
15
11
19
12
15
19

Table 3.4 Accuracy (Top-1, top-5, and f1-score) and learning speed (i.p.e. and t.p.e.(m)) for FER2013.
Inception-ResNet-v2 has the highest accuracy.
models
AlexNet
VGG11
GoogLeNet
ResNet18
ResNet50
Inception-v3
Inception-v4
Inception-ResNet-v1
Inception-ResNet-v2
ResNext50
DenseNet121
Xception
SE-DenseNet121
SE-ResNext50
SE-Xception

FER2013
top-1
f1-score
63.76
56.03
64.62
59.74
64.93
59.37
66.27
61.39
64.93
55.60
67.10
59.72
66.41
56.29
67.05
58.71
67.77
57.41
66.57
54.57
65.15
56.33
66.96
56.13
66.18
57.27
66.82
54.46
66.99
55.96

i.p.e
224
224
224
224
224
448
448
448
896
896
448
896
448
896
896

t.p.e.(m)
7
7
7
8
8
10
12
12
11
8
7
11
8
9
12

In summary, Inception-ResNet-v2 shows the best performance in terms of accuracy across
all data sets. Inception-ResNet-v2 is a very recently released model by researchers in Google
and includes the advantages of Inception-v3. ResNet shows relatively high performance in
all data based on the f1-score.
Caltech-256 and MIT Indoor-67 have 95 and 186 samples per class on average, respectively. These values are relatively low compared to 1,200. (The models covered in this paper
originally fit the ImageNet data with approximately 1,200 samples per class.) Tables 3 and 6
show that the SE block does not perform re-calibration to improve the results in Caltech-256
and MIT Indoor-67. Therefore, we conjecture that a minimal sample size of at least 1,000
as in ImageNet data for every class may yield better results. We utilize Colab pro, Google
drive, Python, and Tensorflow for computing.
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Table 3.5 Accuracy (Top-1, top-5, and f1-score) and learning speed (i.p.e. and t.p.e.(m)) for MIT
Indoor-67 Scenes. Inception-ResNet-v2 shows the highest accuracy, followed by Inception-ResNet-v1 and
Xception. The ResNet50 has higher f1-score compared to other models.
models
AlexNet
VGG11
GoogLeNet
ResNet18
ResNet50
Inception-v3
Inception-v4
Inception-ResNet-v1
Inception-ResNet-v2
ResNext50
DenseNet121
Xception
SE-DenseNet121
SE-ResNext50
SE-Xception

MIT Indoor-67 Scenes
top-1
top-5
f1-score
46.16
75.72
29.14
51.56
80.27
33.14
50.07
80.21
31.13
61.33
88.87
38.62
59.90
88.28
39.03
62.04
86.98
24.07
59.83
86.13
27.77
66.80
91.02
33.26
69.64
92.54
21.96
63.78
89.86
18.73
60.68
87.96
29.40
65.56
90.24
21.41
60.68
89.39
29.12
62.76
88.46
18.78
62.63
89.16
20.53

i.p.e
97
97
97
97
97
194
194
194
389
389
194
389
194
389
389

t.p.e.(m)
4
4
4
4
4
7
7
7
6
5
5
7
5
6
7

The details of the computing environment are as follows. Python: 3.6.9, Tensorflow: 2.3.0,
Keras: 2.4.0, CPU: Intel Xeon 2.2GHz, GPU: Tesla P100-PCIE-16GB or Tesla V100-SXM216GB, RAM: 25.51GB. The training time for each model does not exceed 24 hours. Python
codes used for this paper are available at https://github.com/ehdrb5011992/Paper/
tree/master/Models/Models.

4. Concluding remarks
We investigate the CNN models used in ILSVRC using the latest optimizer AdamW. It
sets the initial learning rate and weight decay and reduces the time for searching the hyperparameters. Inception-ResNet-v2 outperforms other models in terms of accuracy for the four
data sets. In terms of f1-score, the ResNet series shows good performance.
For future research, data augmentation by generative adversarial networks (GAN) would
be an exciting topic. Applying other learning rate schedules such as cosine-annealing and
the exponential learning rate is another area for improving the CNN models.
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